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ML4Seismic
Research presented today is carried out as part of ML4Seismic 
‣ industry partners program for Machine Learning in Seismic 

‣ jointly w/ Dr. Ghassan AlRegib from ECE 

‣ supported by Microsoft Azure & Equinor 

Also part of campus-wide initiatives on Carbon Capture Sequestration (CCS) 

Today’s talk is our response to Philippe Witte’s encouragement: 
 “To think out of the box and leverage that crazy seismic stuff…”
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Research goals
Engineer tangible AI-based solutions to combat climate change by 
‣ making training of CNNs & solutions of PDEs computationally more efficient 

‣ maximizing performance of CCS while reducing cost & risk 

‣ accelerating innovations via open source for AI, seismic imaging & monitoring 

Create solutions that balance fundamental understanding of 
‣ a domain (e.g. seismic monitoring of CCS or medical ultrasound) 

‣ latest developments in computer science (ML & randomized linear algebra) 

ML@Scale: maximize impact of AI via sustainable scale up!4

https://slim.gatech.edu



Open source 



AI challenge
Our successes hinge on deeper NNs & larger training sets 
(e.g. video encoding, 3D seismic segmentation, etc.) 

Unsustainable demands on energy to train DNNs 
(e.g. produces 2 Mt of CO2 to train imagenet & 284 Mt to train transformer) 

Impeded rate of innovation 
(lack of access to compute & training data & environmental impact) 
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Experience
‣ cost & environmental imprint 

reduction for seismic acquisition 

‣ comp. cost reduction wave imaging 

‣ train problems w/  time-steps & 
 voxels during wave imaging 

‣ just-in-time compiler technology 

‣ leverage randomized algorithms 

‣ deal w/ bad local minima 

10 ×

7+ ×
𝒪(104)

𝒪(109)
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Today’s solutions
1.Use randomized trace estimation to reduce the memory 

imprint of training CNNs & of solving PDEs  

2.Employ just-in-time compiler technology for stencil 
computations to improve FLOP performance & memory use 

3.Extend the search space to enhance training of problems 
hampered by parasitic local minima 

Leverage connections between DNNs & PDE-based inversions…
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scripts @ eas-coda-fherr07 [mlouboutin3](master)$ PYTORCH_NO_CUDA_MEMORY_CACHING=1 python3 mem_prof.py 1 && 
PYTORCH_NO_CUDA_MEMORY_CACHING=1 python3 mem_prof.py 2;
1 True
Network Sequential(
  (0): Xconv2D(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (1): Xconv2D(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (2): Xconv2D(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (3): Xconv2D(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
)
Input size torch.Size([128, 16, 256, 256])
GPU usage probe before forward: mem: 26.951%, abs-mem: 1.0595703125 (GiB) # nothing done
GPU usage probe after forward: mem: 27.000%, abs-mem: 1.0615234375 (GiB) # after Y = N(X).mean()
GPU usage probe after backward: mem: 27.000%, abs-mem: 1.0615234375 (GiB) # after Y.backward
Network Sequential(
  (0): Conv2d(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (1): Conv2d(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (2): Conv2d(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (3): Conv2d(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
)
Input size torch.Size([128, 16, 256, 256])
GPU usage true before forward: mem: 26.951%, abs-mem: 1.0595703125 (GiB) # nothing done
GPU usage true after forward: mem: 65.154%, abs-mem: 2.5615234375 (GiB) # after Y = N(X).mean()
GPU usage true after backward: mem: 27.000%, abs-mem: 1.0615234375 (GiB) # after Y.backward

Memory imprint CNNs

Orders of magnitude reduction in memory usage…

2Mb memory

1.5Gb memory



Stencil-based CNN computations

JIT can lead to significant 
improvements FLOPs & 

memory use…  

‣ reduction in 
memory 

‣ speed 
improvement on CPUs

1.5 − 2 ×

1.5 − 10 ×



Extended loss function landscape

highly 
 non-convex

tentatively 
 quadratic

Hao Li et al., Visualizing the Loss Landscape of Neural Nets, Advances in Neural Information Processing Systems, 2018.

https://arxiv.org/abs/1712.09913


Training of DNNs scales poorly to large problem sizes 
‣ poor memory handling   large expensive power hungry GPUs 

‣ suboptimal patches  miss long range correlations 

‣ different architectures (e.g. invertible NNs)  not mainstream 

‣ complex HPC parallelization 

‣ pruning or randomized automatic differentiation 

Additional complexities stifle innovations in  
‣ video encoding/labeling/segmentation 

‣ training increasingly deep NNs on large images, video, etc. 

Solution: exploit randomized trace estimation during back-propagation…

⟹
⟹

⟹
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Challenge – memory imprint

Oktay, Deniz, et al. "Randomized automatic differentiation." arXiv preprint arXiv:2007.10412 (2020) 
Hewett, Russell J., and Thomas J. Grady II. "A Linear Algebraic Approach to Model Parallelism in Deep Learning." arXiv preprint arXiv:2006.03108 (2020)



Observations
Many modern DNNs  
‣ rely heavily on CNNs implemented w/ dense linear algebra 

(BLAS/MKL/CUDNN etc.)  

‣ spend most time in CNNs during training 

Training w/ back-propagation complicated by 
‣ need to store the “state variable” at each layer 

‣ dense matrix operations between input & output CNNs for gradients 

Question: Are accurate gradients needed during training w/ SGD?
14

Oktay, Deniz, et al. "Randomized automatic differentiation." arXiv preprint arXiv:2007.10412 (2020) 



Linear algebra
Singular Value Decomposition: 

Trace estimation: 

Do not scale well because they  

‣ need access to the matrix  for  very large 
‣ rely on “exact” arithmetic

A ∈ ℝN×N N
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Randomized linear algebra
Randomized SVD: 

‣ information is reaped during probing  w/  random  

‣ only need access to action of  (in parallel) 

‣ approximation w/ accuracy  of sketches w/ random vectors  

Scales extremely well w/ controllable accuracy…

AZ Z = [z1, ⋯, zr]
A

∝ r ≪ N, # zi
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Halko, Nathan, Per-Gunnar Martinsson, and Joel A. Tropp. "Finding structure with randomness: Probabilistic algorithms for constructing approximate 
matrix decompositions." SIAM review 53.2 (2011): 217-288.



Randomized linear algebra
Randomized Trace Estimation: 

‣ only needs matrix free access to actions of   

‣ unbiased estimator when  w/ accuracy 
 of sketches w/ random vectors  

‣ errors studied & understood 

Why should we care?

A
𝔼(zz⊤) = I

∝ r ≪ N, # zj
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Hutchinson, Michael F. "A stochastic estimator of the trace of the influence matrix for Laplacian smoothing splines." Communications in Statistics-
Simulation and Computation 18.3 (1989): 1059-1076. 
Avron, Haim, and Sivan Toledo. "Randomized algorithms for estimating the trace of an implicit symmetric positive semi-definite matrix." Journal of 
the ACM (JACM) 58.2 (2011): 1-34. 
Meyer, Raphael A., et al. "Hutch++: Optimal Stochastic Trace Estimation." Symposium on Simplicity in Algorithms (SOSA). Society for Industrial 
and Applied Mathematics, 2021.



Random Trace Estimation
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Hutchinson's Trick, http://blog.shakirm.com/2015/09/machine-learning-trick-of-the-day-3-hutchinsons-trick/

http://blog.shakirm.com/2015/09/machine-learning-trick-of-the-day-3-hutchinsons-trick/


Vectorize
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CNN
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Matricize
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CNN as matvec
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Algorithm
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Matricize
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Toeplitz matrix
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Trace in CNNs?
Gradient w.r.t all weights                                       “Toeplitz” structure 

Gradient w.r.t.  weight  layer ith conv
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Randomized trace estimation 
Based on stochastic approximation of the identity  I

26 http://blog.shakirm.com/2015/09/machine-learning-trick-of-the-day-3-hutchinsons-trick/
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Hutchinson, Michael F. "A stochastic estimator of the trace of the influence matrix for Laplacian smoothing splines." Communications in Statistics-
Simulation and Computation 18.3 (1989): 1059-1076. 
Avron, Haim, and Sivan Toledo. "Randomized algorithms for estimating the trace of an implicit symmetric positive semi-definite matrix." Journal of 
the ACM (JACM) 58.2 (2011): 1-34. 
Meyer, Raphael A., et al. "Hutch++: Optimal Stochastic Trace Estimation." Symposium on Simplicity in Algorithms (SOSA). Society for Industrial 
and Applied Mathematics, 2021.
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Randomized trace estimation 
Stochastic approximation of the shift operator  

So that 

Tk(i)
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Algorithm
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XConv: 

CPU/GPU codes for training w/ 
randomized trace estimation 
‣ open-source MIT license 

‣ optimized Python implementation 
for PyTorch 

‣ Julia implementation for Flux 

‣ easily integrated in existing networks 

‣ https://github.com/slimgroup/
XConv

Code 
 

# Pytorch 
Xconv2D(cc, cc, (3, 3), bias=False, ps=ps, stride=1, padding=1) 
torch.nn.Conv2d(cc, cc, (3, 3), bias=False, padding=1, stride=1) 

# Converts all pytorch convolutions to XConv in a network 
convert_net(model, 'net', mode=‘conv’) 

# Julia, Flux.jl overload 
XConv.initXConv(ps, “EVGrad”) 

https://github.com/slimgroup/XConv
https://github.com/slimgroup/XConv
https://github.com/slimgroup/XConv


Accuracy
 

‣ theoretical control on the error of random-trace estimation 

‣ for Gaussian probing vectors &  error decreases w/ 
- batch size  
- number of probing vectors  

‣ flexibility to strike balance between memory gain, compute & error

𝔼(zz⊤) = I
b

r

30

https://github.com/slimgroup/XConv/blob/master/benchmark/var_grad.jl



scripts @ eas-coda-fherr07 [mlouboutin3](master)$ PYTORCH_NO_CUDA_MEMORY_CACHING=1 python3 mem_prof.py 1 && 
PYTORCH_NO_CUDA_MEMORY_CACHING=1 python3 mem_prof.py 2;
1 True
Network Sequential(
  (0): Xconv2D(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (1): Xconv2D(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (2): Xconv2D(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (3): Xconv2D(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
)
Input size torch.Size([128, 16, 256, 256])
GPU usage probe before forward: mem: 26.951%, abs-mem: 1.0595703125 (GiB) # nothing done
GPU usage probe after forward: mem: 27.000%, abs-mem: 1.0615234375 (GiB) # after Y = N(X).mean()
GPU usage probe after backward: mem: 27.000%, abs-mem: 1.0615234375 (GiB) # after Y.backward
Network Sequential(
  (0): Conv2d(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (1): Conv2d(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (2): Conv2d(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
  (3): Conv2d(16, 16, kernel_size=(3, 3), stride=(1, 1), padding=(1, 1), bias=False)
)
Input size torch.Size([128, 16, 256, 256])
GPU usage true before forward: mem: 26.951%, abs-mem: 1.0595703125 (GiB) # nothing done
GPU usage true after forward: mem: 65.154%, abs-mem: 2.5615234375 (GiB) # after Y = N(X).mean()
GPU usage true after backward: mem: 27.000%, abs-mem: 1.0615234375 (GiB) # after Y.backward

Convolutions only memory

Orders of magnitude ( ) reduction in memory usage…𝒪(103)

https://github.com/slimgroup/XConv/blob/master/benchmark/mem_prof.py

2Mb memory

1.5Gb memory



Network memory – squeezenet
‣ effective 100% 

memory 
improvement  

‣ memory use as 
good as weakest 
link 

‣ opportunities for 
further 
improvement… 
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Forward

Backward

https://github.com/slimgroup/XConv/blob/master/benchmark/network_mem.py

Deep Learning Memory Usage and Pytorch Optimization Tricks, Quentin Fevbre. https://github.com/quentinf00/article-memory-log

Forward

Backward



Performance

‣ sizes  
for  

‣  pixels 
‣ linear scaling 

‣ up to  speedup on CPUs 
in Flux (Julia)

nx × nx × (4 − 32) × 64
nx = 25 − 210

210 − 220

10 ×

33

Batchsize: 64

4 Channels

32 Channels

CPU
https://github.com/slimgroup/XConv/blob/master/benchmark/bench_cpu.jl
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GPU

‣ sizes 
 

for  
‣ linear scaling in PyTorch 

‣ up to speedup on 
GPUs 

‣ not good for small sizes & 
small # of channels

N × N × (1 − 512) × 128
N = 25 − 210

3 ×

https://github.com/slimgroup/XConv/blob/master/benchmark/perf_pyxconv.py



GPU
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Improved performance 
‣ larger batch sizes 

‣ image sizes 

Compared to PyTorch 
‣ up to 2-3 X faster  

‣ faster for large 
images



Accuracy MNIST training

‣ Validation classification accuracy vs epochs  

‣ No loss in classification accuracy  

‣ Ability to work w/ larger batch sizes



Observations
Gradient calculations w/ random trace estimation 
‣ approximate gradient w/ controllable error 

‣ theoretical memory reduction (  to ) training CNNs 

‣ effective memory improvement of for actual DNN 

‣ computational performance improvement for larger images/channels 

‣ speedups of for GPUs and CPUs  

‣ comparable NN performance after training 

‣ option to increase batch sizes (offset inaccuracies gradient) 

We leveraged ideas known from randomized linear algebra.

𝒪(nx × ny × nc × b) 𝒪(r × b)
2 ×

2 − 3 × 10 ×
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Bottom line
NN training w/ randomized trace estimation 
‣ more efficient use of hardware & less CO2 production 

‣ facilitates ML@scale (e.g. video encoding, 3D seismic segmentation, etc.)  

‣ allows for training next-generation memory-efficient & larger NNs  

Use of randomized algorithms 
‣ adaptive accuracy control during training 

‣ use of optical devices (LightOn) for random projections 

Technology is as good as the weakest link…  
‣ reliance on dense linear algebra impedes ML@scale 

‣ optimization landscape remains a challenge
38

https://lighton.ai



Forward evaluation DNNs scales poorly to large problem sizes 
‣ suboptimal patches  miss long range correlations 

‣ strains systems to which NNs are deployed 

‣ performance optimization call for coding by hand 

Additional challenges stifle innovations in  
‣ video encoding/labeling/segmentation 

‣ running trained NNs on different types of hardware 

Solution: exploit just-in-time compiler technology for seismic…

⟹

39

Challenge – stencil computations



Seismic inverse problems 
Estimate unknown subsurface properties from seismic (surface) data: 
‣ image geological structures/discontinuities 
‣ estimate physical rock properties (wavespeed, density, etc.) 
‣ turn around times order 1 year 



Inverse problem 
Parametric nonlinear least-squares: 

Sensitivities w.r.t. model parameters: 

  

Gradient of objective function via back-propagation: 

                                

@F[m]q

@m
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Connections 
Time steps discrete scalar wave equation: 

‣ medium coefficients  constant in time & spatially varying 

‣ no action over distance (coefficients enter as pure diagonal) 

‣ relies on multi-dimensional action of   

‣ do back-propagation routinely for  time steps on grids of 

m

∇2

𝒪(104) 𝒪(109)
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u`+1 =
�
2I+�t2 diag(m)r2

�
u` � u`�1 + q`+1

Ruthotto, Lars et. al. "Deep neural networks motivated by partial differential equations." Journal of Mathematical Imaging and Vision (2019): 1-13. 
Peters, Bas. "Deep connections between learning from limited labels & physical parameter estimation--inspiration for regularization." arXiv preprint 
arXiv:2003.07908 (2020).



eqn = m * u.dt2 + eta * u.dt - u.laplace
solve(eqn, u.forward)

Raising the level of abstraction

void kernel(…) { … }

m
@2u

@t2
+ ⌘

@u

@t
��u = 0

6

Devito
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u = TimeFunction(…, space_order=so)
eqn = m * u.dt2 + eta * u.dt - u.laplace

solve(eqn, u.forward)

1) Flexibility in space/time discretization

7

  for (int time = time_m, t0 = (time)%(3), t1 = (time + 1)%(3), t2 = (time + 
2)%(3); time <= time_M; time += 1, t0 = (time)%(3), t1 = (time + 1)%(3), t2 = 
(time + 2)%(3)) {
    for (int x = x_m; x <= x_M; x += 1) {
      for (int y = y_m; y <= y_M; y += 1) {
        for (int z = z_m; z <= z_M; z += 1) {
          u[t1][x + 4][y + 4][z + 4] = 2*pow(dt, 
3)*(-2.08333333333333e-4F*u[t0][x + 2][y + 4][z + 4] + 
3.33333333333333e-3F*u[t0][x + 3][y + 4][z + 4] - 2.08333333333333e-4F*u[t0]
[x + 4][y + 2][z + 4] + 3.33333333333333e-3F*u[t0][x + 4][y + 3][z + 4] - 
2.08333333333333e-4F*u[t0][x + 4][y + 4][z + 2] + 3.33333333333333e-3F*u[t0]
[x + 4][y + 4][z + 3] - 1.875e-2F*u[t0][x + 4][y + 4][z + 4] + 
3.33333333333333e-3F*u[t0][x + 4][y + 4][z + 5] - 2.08333333333333e-4F*u[t0]
[x + 4][y + 4][z + 6] + 3.33333333333333e-3F*u[t0][x + 4][y + 5][z + 4] - 
2.08333333333333e-4F*u[t0][x + 4][y + 6][z + 4] + 3.33333333333333e-3F*u[t0]
[x + 5][y + 4][z + 4] - 2.08333333333333e-4F*u[t0][x + 6][y + 4][z + 4])/
(pow(dt, 2)*damp[x + 1][y + 1][z + 1] + 2*dt*m[x + 4][y + 4][z + 4]) + 
pow(dt, 2)*damp[x + 1][y + 1][z + 1]*u[t2][x + 4][y + 4][z + 4]/(pow(dt, 
2)*damp[x + 1][y + 1][z + 1] + 2*dt*m[x + 4][y + 4][z + 4]) + 4*dt*m[x + 4][y 
+ 4][z + 4]*u[t0][x + 4][y + 4][z + 4]/(pow(dt, 2)*damp[x + 1][y + 1][z + 1] 
+ 2*dt*m[x + 4][y + 4][z + 4]) - 2*dt*m[x + 4][y + 4][z + 4]*u[t2][x + 4][y + 
4][z + 4]/(pow(dt, 2)*damp[x + 1][y + 1][z + 1] + 2*dt*m[x + 4][y + 4][z + 
4]);
        }
      }
    }
  }

  for (int time = time_m, t0 = (time)%(3), t1 = (time + 1)%(3), t2 = (time + 
2)%(3); time <= time_M; time += 1, t0 = (time)%(3), t1 = (time + 1)%(3), t2 = 
(time + 2)%(3)) {
    for (int x = x_m; x <= x_M; x += 1) {
      for (int y = y_m; y <= y_M; y += 1) {
        for (int z = z_m; z <= z_M; z += 1) {
          u[t1][x + 12][y + 12][z + 12] = 2*pow(dt, 
3)*(-1.5031265031265e-7F*u[t0][x + 6][y + 12][z + 12] + 
2.5974025974026e-6F*u[t0][x + 7][y + 12][z + 12] - 2.23214285714286e-5F*u[t0][x 
+ 8][y + 12][z + 12] + 1.32275132275132e-4F*u[t0][x + 9][y + 12][z + 12] - 
6.69642857142857e-4F*u[t0][x + 10][y + 12][z + 12] + 4.28571428571429e-3F*u[t0]
[x + 11][y + 12][z + 12] - 1.5031265031265e-7F*u[t0][x + 12][y + 6][z + 12] + 
2.5974025974026e-6F*u[t0][x + 12][y + 7][z + 12] - 2.23214285714286e-5F*u[t0][x 
+ 12][y + 8][z + 12] + 1.32275132275132e-4F*u[t0][x + 12][y + 9][z + 12] - 
6.69642857142857e-4F*u[t0][x + 12][y + 10][z + 12] + 4.28571428571429e-3F*u[t0]
[x + 12][y + 11][z + 12] - 1.5031265031265e-7F*u[t0][x + 12][y + 12][z + 6] + 
2.5974025974026e-6F*u[t0][x + 12][y + 12][z + 7] - 2.23214285714286e-5F*u[t0][x 
+ 12][y + 12][z + 8] + 1.32275132275132e-4F*u[t0][x + 12][y + 12][z + 9] - 
6.69642857142857e-4F*u[t0][x + 12][y + 12][z + 10] + 4.28571428571429e-3F*u[t0]
[x + 12][y + 12][z + 11] - 2.23708333333333e-2F*u[t0][x + 12][y + 12][z + 12] + 
4.28571428571429e-3F*u[t0][x + 12][y + 12][z + 13] - 6.69642857142857e-4F*u[t0]
[x + 12][y + 12][z + 14] + 1.32275132275132e-4F*u[t0][x + 12][y + 12][z + 15] - 
2.23214285714286e-5F*u[t0][x + 12][y + 12][z + 16] + 2.5974025974026e-6F*u[t0]
[x + 12][y + 12][z + 17] - 1.5031265031265e-7F*u[t0][x + 12][y + 12][z + 18] + 
4.28571428571429e-3F*u[t0][x + 12][y + 13][z + 12] - 6.69642857142857e-4F*u[t0]
[x + 12][y + 14][z + 12] + 1.32275132275132e-4F*u[t0][x + 12][y + 15][z + 12] - 
2.23214285714286e-5F*u[t0][x + 12][y + 16][z + 12] + 2.5974025974026e-6F*u[t0]
[x + 12][y + 17][z + 12] - 1.5031265031265e-7F*u[t0][x + 12][y + 18][z + 12] + 
4.28571428571429e-3F*u[t0][x + 13][y + 12][z + 12] - 6.69642857142857e-4F*u[t0]
[x + 14][y + 12][z + 12] + 1.32275132275132e-4F*u[t0][x + 15][y + 12][z + 12] - 
2.23214285714286e-5F*u[t0][x + 16][y + 12][z + 12] + 2.5974025974026e-6F*u[t0]
[x + 17][y + 12][z + 12] - 1.5031265031265e-7F*u[t0][x + 18][y + 12][z + 12])/
(pow(dt, 2)*damp[x + 1][y + 1][z + 1] + 2*dt*m[x + 12][y + 12][z + 12]) + 
pow(dt, 2)*damp[x + 1][y + 1][z + 1]*u[t2][x + 12][y + 12][z + 12]/(pow(dt, 

so=4 so=12
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Open-source software 
Devito: 
● Open-source MIT license 
● High-level Python interface for 

discretization of ODEs + PDEs using 
finite differences 

● Automatic performance optimization 
and JIT code generation 

● https://github.com/opesci/devito 



Serverless seismic imaging on Azure 
“Small” 3D Imaging case study w/ Devito DSL + JUDI 

● Data set: 1,500 source locations (~2.1 TB data) 
● Model: 10 x 10 x 3.325 km (270 million unknowns) 
● PDE: tilted transversely isotropic (TTI) wave equation, 3,500 time steps 
● Cost: < 10,000$ on 100 E64/E64s instances (2 VMs per gradient with MPI) 
● Peak performance: 140 TFLOPs 
● cost single image is comparable to training a large NN 

Witte, Philipp A., et al. "An event-driven approach to serverless seismic imaging in the cloud." IEEE Transactions on Parallel and Distributed 
Systems 31.9 (2020): 2032-2049.



GPU support roadmap

Legend:
Done
Nearly done
In progress
Potentially later this year

• Support for multiple target languages
• OpenMP, OpenACC
• potentially: CUDA, HIP, SYCL, …

• Unreliability of the target languages’ software stack
• Multi-GPU support:

• Make it possible to run different shots on different GPUs
• Single-node multi-GPU via domain decomposition
• Multi-node multi-GPU via domain decomposition

• Data movement (optimized)
• Data streaming (optimized)
• Kernel performance (best so far: 27 GPOINTS on iso-acoustic O(2, 8))

Devito – seismic 
Louboutin, Mathias, et al. "Devito (v3. 1.0): an embedded domain-specific language for finite 
differences and geophysical exploration." Geoscientific Model Development 12.3 (2019): 1165-1187. 
Lange, Michael, et al. "Devito: Towards a generic finite difference dsl using symbolic python." 2016 
6th Workshop on Python for High-Performance and Scientific Computing (PyHPC). IEEE, 2016.



FWI w/ randomized trace estimation

‣ Validation FWI w/ random trace estimation for different numbers of probing vectors 

‣ memory reductions for FWI  

‣ Little loss in inversion accuracy 
40 − 750 ×



# Standard JUDI 
function objective_function(x) 
  model0.m .= x 

f, g = fwi_objective(model0, q[idx], d_obs[idx]; options=opt) 
end 
options = spg_options(verbose = 3, maxIter = fevals, memory = 3, 
iniStep = 1f0) 
g_const = 0 
sol = spg(x->objective_function(x), vec(m0), ProjBound, options) 

# Probing extension 
function objective_function(x, ps) 
  model0.m .= x 

f, g = fwi_objective(model0, q[idx], d_obs[idx], ps; options=opt) 
end 
ps = 32 
global g_const = 0 
sol = spg(x->objective_function(x, ps), vec(m0), ProjBound, options) 

Open source software

TimeProbeSeismic: 
● Open-source MIT license 
● Built on top of JUDI 
● Leverages Devito 
● https://github.com/slimgroup/

TimeProbeSeismic 

https://github.com/slimgroup/JUDI.jl/tree/master/examples
https://www.devitoproject.org
https://github.com/slimgroup/TimeProbeSeismic
https://github.com/slimgroup/TimeProbeSeismic


Connections 
Convolutional residual nets: 

‣ “operator coefficients” vary in “time” & constant in space 

‣ action of over a distance (“coefficients” enter w/ as convolution operator) 

‣ relies on multi-dimensional convolutions  

‣ push for wider & deeper networks 
Leverage similarities between wave simulations & CNNs…

Wℓ
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y` = y`�1 + hf(Wly`�1)

Ruthotto, Lars et. al. "Deep neural networks motivated by partial differential equations." Journal of Mathematical Imaging and Vision (2019): 1-13. 
Peters, Bas. "Deep connections between learning from limited labels & physical parameter estimation--inspiration for regularization." arXiv preprint 
arXiv:2003.07908 (2020).



Devito – CNN
Use Devito’s Domain Specific Language 
‣ implement CNNs 

‣ supports parallellism (OMP+MPI) 

‣ flexibility for different hardware 

Rapid prototype implementation CNNs 
‣ reduction in memory 

‣ speed improvement on 
CPUs

1.5 − 2 ×
1.5 − 10 ×
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3 X 3 kernel size 
n x n w/ 2 or 8 channels 
wall-clock time & peak memory usage 



Scaling – on CPU

‣ Validated scaling to size  for 
 on Azure’s HBv2 instance (AMD EPYC) 

‣  pixels equals  8K images 
‣ Runtime 54 seconds 120 threads 

‣ 480 Gb memory not enough for PyTorch…

N × N × 4 × 1
N = 216

232 64 ×
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StencilConv
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https://github.com/slimgroup/StencilConv

StencilConv: 
● Open-source MIT license 
● Leverages Devito 
● MPI domain decomposition 
● Low memory 
● https://github.com/slimgroup/

StencilConv 

https://github.com/slimgroup/StencilConv
https://www.devitoproject.org
https://github.com/slimgroup/TimeProbeSeismic
https://github.com/slimgroup/TimeProbeSeismic


Observations
DSLs with proper abstractions 
‣ manage complexity 

‣ increases rate of innovation 

‣ flexibility w.r.t. hardware (Intel, AMD, ARM, NVIDIA, etc.) 

Stencil-based computations 
‣ low memory imprint 

‣ allows for ultra large images/volumes 
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Bottom line
Reliance on dense computations on CPUs & GPUs 
‣ impedes scale up  

‣ patched-based ML leads to suboptimal performance  

‣ unwarranted use of (large) GPUs 

‣ unwanted production of CO2 

Automatic code generation w/ just-in-time Devito compiler 
‣ leverage sophisticated parallelization w/o hardcoding 

‣ provides improved flexibility w.r.t. hardware 

‣ improved memory use & comp. efficiency
55



Challenge – local minima
ML w/ CNNs & FWI both suffer from parasitic local minima 
‣ poor starting model for the velocity in seismic (cycle skips) 

‣ poor initialization for NNs 

SGD used as a remedy 
‣ very limited success for FWI 

‣ reasonable success for ML albeit no guarantees on generalizability  

‣ slow training 

In seismic, more success w/ extensions… 
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Warm start FWI
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Local minima

‣ poor starting model  cycle skipping 

‣ extremely poor inversion results  

‣ remedies w/ extensions lead to 
“provable” convexification

⟹
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FWI

X location (m)
0 1000 2000 3000 4000 5000 6000

D
ep

th
 (m

)

0

500

1000

1500

2000 1.5

2

2.5

3

3.5

4

4.5

van Leeuwen & FJH "Mitigating local minima in full-waveform inversion by expanding the search space." GJI 195.1 (2013): 661-667. 
van Leeuwen & FJH "A penalty method for PDE-constrained optimization in inverse problems." Inverse Problems 32.1 (2015): 015007. 
Huang,et.al. "Source-independent extended waveform inversion based on space-time source extension: Frequency-domain implementation." Geophysics (2018)

conventional w/ extension 



Loss functions
FWI objective: 

‣ training pairs source & collected data  

‣ linear in sources   & nonlinear in medium  

‣ fit data at receivers for complete time interval  w/  

‣ suffers from parasitic local minima (unrealistic images)

{q(i), d(i)}ns
i=1

q(i) m
[0, T] T = nt × Δt
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Loss functions
ML objective: 

‣ training pairs images & labels   

‣ nonlinear in images  and network weights  

‣ fit labels at “end time”  only 

‣ may suffer from bad minima (do not generalize well)

{x(i), y(i)}nd
i=1

x(i) w
T
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Entropy–SGD

‣ connected to elastic-averaging SGD 

‣ shapes objective into wider valleys 

‣ corresponds to Langevin dynamics known to be slow…60

Entropy-SGD: Biasing Gradient Descent Into Wide Valleys 
Pratik Chaudhari Journal of Statistical Mechanics: Theory and Experiment, Volume 2019, December 2019

Published as a conference paper at ICLR 2017

Schmidhuber (1997b)) is similar to our Eqn. (7). Indeed, Gibbs formalism used in their analysis is a
very promising direction to understanding generalization in deep networks (Zhang et al., 2016).

Homotopy continuation methods convolve the loss function to solve sequentially refined optimiza-
tion problems (Allgower & Georg, 2012; Mobahi & Fisher III, 2015), similarly, methods that perturb
the weights or activations to average the gradient (Gulcehre et al., 2016) do so with an aim to smooth
the rugged energy landscape. Such smoothing is however very different from local entropy. For in-
stance, the latter places more weight on wide local minima even if they are much shallower than the
global minimum (cf. Fig. 2); this effect cannot be obtained by smoothing. In fact, smoothing can
introduce an artificial minimum between two nearby sharp valleys which is detrimental to general-
ization. In order to be effective, continuation techniques also require that minimizers of successively
smaller convolutions of the loss function lie close to each other (Hazan et al., 2016); it is not clear
whether this is true for deep networks. Local entropy, on the other hand, exploits wide minima
which have been shown to exist in a variety of learning problems (Monasson & Zecchina, 1995;
Cocco et al., 1996). Please refer to Appendix C for a more elaborate discussion as well as possible
connections to stochastic variational inference (Blei et al., 2016).

3 LOCAL ENTROPY

We first provide a simple intuition for the concept of local entropy of an energy landscape. The
discussion in this section builds upon the results of Baldassi et al. (2016a) and extends it for the case
of continuous variables. Consider a cartoon energy landscape in Fig. 2 where the x-axis denotes the
configuration space of the parameters. We have constructed two local minima: a shallower although
wider one at xrobust and a very sharp global minimum at xnon�robust. Under a Bayesian prior on the
parameters, say a Gaussian of a fixed variance at locations xrobust and xnon�robust respectively, the
wider local minimum has a higher marginalized likelihood than the sharp valley on the right.

�0.5

0.0
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2.0

xcandidate

xrobust

xnon-robust

Original landscape
Negative local entropy : � = 0.001
Negative local entropy : � = 0.00005

Figure 2: Local entropy concentrates on
wide valleys in the energy landscape.

The above discussion suggests that parameters that lie in
wider local minima like xrobust, which may possibly have
a higher loss than the global minimum, should generalize
better than the ones that are simply at the global mini-
mum. In a neighborhood of xrobust, “local entropy” as
introduced in Sec. 1 is large because it includes the con-
tributions from a large region of good parameters; con-
versely, near xnon�robust, there are fewer such contribu-
tions and the resulting local entropy is low. The local en-
tropy thus provides a way of picking large, approximately
flat, regions of the landscape over sharp, narrow valleys
in spite of the latter possibly having a lower loss. Quite
conveniently, the local entropy is also computed from the
partition function with a local re-weighting term.

Formally, for a parameter vector x 2Rn, consider a Gibbs
distribution corresponding to a given energy landscape
f (x):

P(x; b ) = Z�1
b exp (�b f (x)) ; (1)

where b is known as the inverse temperature and Zb is a normalizing constant, also known as the
partition function. As b ! •, the probability distribution above concentrates on the global minimum
of f (x) (assuming it is unique) given as:

x⇤ = argmin
x

f (x), (2)

which establishes the link between the Gibbs distribution and a generic optimization problem (2).
We would instead like the probability distribution — and therefore the underlying optimization
problem — to focus on flat regions such as xrobust in Fig. 2. With this in mind, let us construct a
modified Gibbs distribution:

P(x0; x,b ,g) = Z�1
x,b , g exp

⇣
�b f (x0)�b g

2
kx� x0k2

2

⌘
. (3)
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4.1 GRADIENT OF LOCAL ENTROPY

The gradient of local entropy over a randomly sampled mini-batch of m samples denoted by x`i 2 X`

for i m is easy to derive and is given by

�—xF
⇣

x,g; X`
⌘

= g
⇣

x�
D

x0; X`
E⌘

; (7)

where the notation h·i denotes an expectation of its arguments (we have again made the dependence
on the data explicit) over a Gibbs distribution of the original optimization problem modified to focus
on the neighborhood of x; this is given by

P(x0; x,g) µ exp

"
�
 

1
m

m

Â
i=1

f
�
x0; x`i

�
!
� g

2
kx� x0k2

2

#
. (8)

Computationally, the gradient in (7) involves estimating
⌦
x0; X`

↵
with the current weights fixed to

x. This is an expectation over a Gibbs distribution and is hard to compute. We can however ap-
proximate it using Markov chain Monte-Carlo (MCMC) techniques. In this paper, we use stochastic
gradient Langevin dynamics (SGLD) (Welling & Teh, 2011) that is an MCMC algorithm for drawing
samples from a Bayesian posterior and scales to large datasets using mini-batch updates. Please see
Appendix A for a brief overview of SGLD. For our application, as lines 3-6 of Alg. 1 show, SGLD
resembles a few iterations of SGD with a forcing term �g(x� x0) and additive gradient noise.

We can obtain some intuition on how Entropy-SGD works using the expression for the gradient: the
term hx0; ·i is the average over a locally focused Gibbs distribution and for two local minima in the
neighborhood of x roughly equivalent in loss, this term points towards the wider one because hx0; ·i
is closer to it. This results in a net gradient that takes SGD towards wider valleys. Moreover, if we
unroll the SGLD steps used to compute (x�hx0; ·i) (cf. line 5 in Alg. 1), it resembles one large step
in the direction of the (noisy) average gradient around the current weights x and Entropy-SGD thus
looks similar to averaged SGD in the literature (Polyak & Juditsky, 1992; Bottou, 2012). These two
phenomena intuitively explain the improved generalization performance of Entropy-SGD.

4.2 ALGORITHM AND IMPLEMENTATION DETAILS

Alg. 1 provides the pseudo-code for one iteration of the Entropy-SGD algorithm. At each iteration,
lines 3-6 perform L iterations of Langevin dynamics to estimate µ =

⌦
x0;X`

↵
. The weights x are

updated with the modified gradient on line 7.

Algorithm 1: Entropy-SGD algorithm
Input : current weights x, Langevin iterations L
Hyper-parameters: scope g , learning rate h , SGLD step size h 0

// SGLD iterations;
1 x0,µ  x;
2 for ` L do

3 X`  sample mini-batch;

4 dx0  1
m Âm

i=1 —x0 f
�
x0; x`i

�
� g (x� x0);

5 x0  x0 �h 0 dx0+
p

h 0 e N(0, I);
6 µ  (1�a)µ +a x0;

// Update weights;
7 x  x�h g (x�µ)

Let us now discuss a few implementation details. Although we have written Alg. 1 in the classical
SGD setup, we can easily modify it to include techniques such as momentum and gradient pre-
conditioning (Duchi et al., 2011) by changing lines 5 and 7. In our experiments, we have used
SGD with Nesterov’s momentum (Sutskever et al., 2013) and Adam for outer and inner loops with
similar qualitative results. We use exponential averaging to estimate µ in the SGLD loop (line 6)

6
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Optimize for wide minima
Penalize sharpness local minima: 

‣ penalizes bad narrow minima 

‣ extra gradient calculation for all network weights w
61

Foret, Pierre, et al. "Sharpness-Aware Minimization for Efficiently Improving Generalization." arXiv preprint arXiv:2010.01412 (2020).

Figure 1: (left) Error rate reduction obtained by switching to SAM. Each point is a di↵erent dataset
/ model / data augmentation. (middle) A sharp minimum to which a ResNet trained with SGD
converged. (right) A wide minimum to which the same ResNet trained with SAM converged.

the training process have been proposed, including dropout (Srivastava et al., 2014), batch normal-
ization (Io↵e and Szegedy, 2015), stochastic depth (Huang et al., 2016), data augmentation (Cubuk
et al., 2018), and mixed sample augmentations (Zhang et al., 2017; Harris et al., 2020).

The connection between the geometry of the loss landscape—in particular, the flatness of minima—
and generalization has been studied extensively from both theoretical and empirical perspectives
(Shirish Keskar et al., 2016; Dziugaite and Roy, 2017; Jiang et al., 2019). While this connection
has held the promise of enabling new approaches to model training that yield better generalization,
practical e�cient algorithms that specifically seek out flatter minima and furthermore e↵ectively
improve generalization on a range of state-of-the-art models have thus far been elusive (e.g., see
(Chaudhari et al., 2016; Izmailov et al., 2018); we include a more detailed discussion of prior work in
Section 5).

We present here a new e�cient, scalable, and e↵ective approach to improving model generalization
ability that directly leverages the geometry of the loss landscape and its connection to generalization,
and is powerfully complementary to existing techniques. In particular, we make the following contri-
butions:

• We introduce Sharpness-Aware Minimization (SAM), a novel procedure that improves model
generalization by simultaneously minimizing loss value and loss sharpness. SAM functions by
seeking parameters that lie in neighborhoods having uniformly low loss value (rather than pa-
rameters that only themselves have low loss value, as illustrated in the middle and righthand
images of Figure 1), and can be implemented e�ciently and easily.

• We show via a rigorous empirical study that using SAM improves model generalization abil-
ity across a range of widely studied computer vision tasks (e.g., CIFAR-{10, 100}, ImageNet,
finetuning tasks) and models, as summarized in the lefthand plot of Figure 1. For example, ap-
plying SAM yields novel state-of-the-art performance for a number of already-intensely-studied
tasks, such as CIFAR-100, SVHN, Fashion-MNIST, and the standard set of image classification
finetuning tasks (e.g., Flowers, Stanford Cars, Oxford Pets, etc).

• We show that SAM furthermore provides robustness to label noise on par with that provided
by state-of-the-art procedures that specifically target learning with noisy labels.

• Through the lens provided by SAM, we further elucidate the connection between loss sharpness
and generalization by surfacing a promising new notion of sharpness, which we termm-sharpness.

Section 2 below derives the SAM procedure and presents the resulting algorithm in full detail.
Section 3 evaluates SAM empirically, and Section 4 further analyzes the connection between loss

2
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CNN as matvec
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Generalized convolution – middle 
ground dense & conv layers
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Extended convolutions
Motivated by seismic coefficient-operator extensions 

Extend convolution 

‣ non-stationary convolution 

‣ larger search space 

‣ can fit the residuals 64
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Variable projection
Minimize 

by taking gradient step on 

where 

yielding

65
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Golub, Gene, and Victor Pereyra. "Separable nonlinear least squares: the variable projection method and its applications." Inverse problems (2003). 
Aravkin, Aleksandr Y., and Tristan Van Leeuwen. "Estimating nuisance parameters in inverse problems." Inverse Problems 28.11 (2012). 
van Leeuwen & FJH "A penalty method for PDE-constrained optimization in inverse problems." Inverse Problems 32.1 (2015).



Extended loss function landscape

highly 
 non-convex

tentatively 
 quadratic

Hao Li et al., Visualizing the Loss Landscape of Neural Nets, Advances in Neural Information Processing Systems, 2018.

https://arxiv.org/abs/1712.09913


l-BFGS on regular & extended landscape



l-BFGS extended landscape

‣ indications converge faster to solution 

‣ need to offset costs of variable projection



ExtendedConv.jl: 

Preliminary CPU codes for training 
w/ extended convolutional layers 
‣ open-source MIT license 

‣ Julia implementation 

‣ https://github.com/slimgroup/
ExtendedConv.jl

Code 
 

https://github.com/slimgroup/ExtendedConv.jl
https://github.com/slimgroup/ExtendedConv.jl
https://github.com/slimgroup/XConv


Observations
There are indications that the extension 
‣ mollifies the loss function landscape 

‣ leads to faster training possibly w/ fewer data 

‣ possibly yields solutions less prone to bad local minima 

‣ generalize better 

When able to offset cost of extension w/ gain in convergence 
‣ more cost effective training 

‣ better performance overall

70



Bottom line
Training of DNNs relies on 
‣ computationally expensive stochastic optimization  

‣ fundamentally slow “annealing” type of argument 

Recent work has shown that fundamental changes in loss function 
‣ may lead to more favorable optimization conditions 

‣ absolute must when scaling to large problem sizes 
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Uncertainty in horizon tracking due uncertainties in imaging and control points

94 / 187

Uncertainty of seismic horizon tracking

Combination of 

‣ stochastic Langevin dynamics  

‣ deep priors w/ generative DNNs 

‣ exposed complete lack of scaling 
First instance of propagating uncertainty to task…

Siahkoohi, Ali, et. al. "Uncertainty quantification in imaging and automatic horizon tracking—a Bayesian deep-prior based approach.", 2020. 



Preconditoned variational inference

Combination of 

‣ normalizing flows implemented via invertible NNs (iNNs) 

‣ data-driven variational inference  iNN captures low-fidelity prior & posterior 

‣ physics-based variational inference  high-fi posterior via transfer training iNN 
Potential to scale uncertainty quantification…

⟹
⟹

conditional mean before (left) and after (right) transfer learning
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(left) true model, (right) observed data
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true image noisy image low-fi conditional mean hi-fi conditional mean

Siahkoohi, Ali, et al. "Preconditioned training of normalizing flows for variational inference in inverse problems." arXiv preprint arXiv:2101.03709 (2021).



Data-driven variational inference
Data-driven variational inference

arg max

�
E y,x⇠bpy,x(y,x) [log p�(y, x)]

= arg min

�
E y,x⇠bpy,x(y,x)


1

2
kG�(y, x)k2

� log
��� detry,x G�(y, x)

���
�

⇡ arg min

�

1

n

nX

i=1


1

2
kG�(yi, xi)k

2
� log

��� detry,x G�(yi, xi)
���
�

NF, G� : Y ⇥ X ! Zy ⇥ Zx

maximum likelihood estimate for � given data pairs, {yi, xi}
n
i=1

⇠ bpy,x(y, x)

Jakob Kruse et al. “HINT: Hierarchical Invertible Neural Transport for Density Estimation and Bayesian
Inference”. In: arXiv preprint arXiv:1905.10687 (2019).
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Block-triangular map

G�(y, x) =

"
G�y (y)

G�x(y, x)

#

, � =

"
�y

�x

#

conditional sampling: G�1

�x (G�y (y), z) ⇠ ppost (x | y) for z ⇠ N(0, I)

posterior density estimation: pG(x | y) = pz

�
G�x(y, x)

� ��� detrxG�x(y, x)
���.

Ricardo Baptista, Olivier Zahm, and Youssef Marzouk. An adaptive transport framework for joint and
conditional density estimation. 2020. arXiv: 2009.10303 [stat.ML].

Jakob Kruse et al. “HINT: Hierarchical Invertible Neural Transport for Density Estimation and Bayesian
Inference”. In: arXiv preprint arXiv:1905.10687 (2019).
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Siahkoohi, Ali, et al. "Preconditioned training of normalizing flows for variational inference in inverse problems." arXiv preprint arXiv:2101.03709 (2021).

Combination of 

‣ normalizing flows implemented via invertible NNs (iNNs) 

‣ data-driven variational inference  iNN captures low-fidelity prior & posterior 

‣ physics-based variational inference  high-fi posterior via transfer training iNN 
Potential to scale uncertainty quantification…

⟹
⟹



Preconditioned physics-based variational 
inferenceVariational inference with the preconditioned scheme

min
�x

Ez⇠N(0,I)


1

2�2

��F
�

T�x(z)
�
� y

��2

2
� log pG

�
T�x(z)

�
� log

��� detrzT�x(z)
���
�

transfer learning:
· corrects for low-fidelity training data, py,x 6= py,x

· less evaluations of F and rF>

learned prior density, pG(x) := pz

�
G�x(y, x)

� ��� detrxG�x(y, x)
���

fast to adapt to new observation

127 / 187(left) without vs with preconditioning vs MCMC, (right) loss with and without preconditioning
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https://github.com/slimgroup/FastApproximateInference.jl https://github.com/slimgroup/InvertibleNetworks.jl

Combination of 

‣ normalizing flows implemented via invertible NNs (iNNs) 

‣ data-driven variational inference  iNN captures low-fidelity prior & posterior 

‣ physics-based variational inference  high-fi posterior via transfer training iNN 
Potential to scale uncertainty quantification…

⟹
⟹



Seismic monitoring CCS – Bunter Sandstone SW North Sea

CO2 sequestration into underground marine saline aquifers 

‣ inject 7Mt/y of CO2 for 40 years  offset 2.5k big transformer annually 

‣ monitor CCS w/ time-lapse seismic imaging 

‣ follow the CO2 plume for 100’s years

⟺

D10: WP5A ± BXQWHU SWRUDJH DHYHORSPHQW PODQ  SLWH CKaUaFWHULVaWLRQ 
 

PDOH BOXH DRW EQHUJ\ _ A[LV WHOO THFKQRORJ\ PDJH 34 RI 212  
 

 

FigXUe 3-9 - SW-NE RegiRQaO SeiVPic LiQe 

from: Strategic UK CCS Storage Appraisal Project
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3D BG Compass model 
– synthetic proxy 

Simulations 2 phase flow 

‣ approximate 2 phase flow PDE w/ Fourier Neural Operators 

‣ monitor w/ time-lapse seismic imaging 

‣ optimize sequestration & lower cost & risk

Li, Dongzhuo, et al. "Coupled Time-Lapse Full-Waveform Inversion for Subsurface Flow Problems Using Intrusive Automatic Differentiation." Water 
Resources Research 56.8 (2020): e2019WR027032. 
Li, Zongyi, et al. "Fourier neural operator for parametric partial differential equations." arXiv preprint arXiv:2010.08895 (2020). 
Kolster, Clea, et al. "The impact of time-varying CO2 injection rate on large scale storage in the UK Bunter Sandstone." International Journal of 
Greenhouse Gas Control 68 (2018): 77-85.

https://kailaix.github.io/ADCME.jl/dev/apps_ad/



3D BG Compass model – synthetic proxy 

Simulate seismic response every 20 years

Li, Dongzhuo, et al. "Coupled Time-Lapse Full-Waveform Inversion for Subsurface Flow Problems Using Intrusive Automatic Differentiation." Water 
Resources Research 56.8 (2020): e2019WR027032.

https://kailaix.github.io/ADCME.jl/dev/apps_ad/



Ideal difference images



Faculty involved in CCS 
Felix J. Herrmann 
• GRA Eminent Scholar Chair in Energy 
• Director Center for ML for Seismic Industry Partners 

Program 
• Computational imaging  

Christopher Jones 
• Associate VP Research, 2013-2019 
• CO2 Capture from Air 
• CO2 Conversion to Products 

Matthew Realff 
• Associate Dir. Strategic Energy Institute 
       Direct Air Capture Center (DirACC)  
• Multi-scale Design & Optimization 
• Life-Cycle Assessment 



Conclusions
Research programs @ leading academic institutions  
‣ mixture of tangible & blue sky research 

‣ can produce major cost-saving innovations  

Rethink of AI is essential to reduce Carbon footprint 
CCS is arguably one of few truly scalable solutions  
‣ major scale up 

‣ cost reduction 

‣ risk mitigation 

This is where ML@scale comes in handy… Thank you!
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